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X  Executive Summary 

X.1 Context (the Telecommand protocol stack)

TC Synchronization and Channel Coding is part of the CCSDS Telecommand protocol stack (a group of cooperating protocol layers that are stacked one on top of another).  The stack provides reliable delivery of command data to a location within a spacecraft.  The actual data to be delivered is supplied by the sender at the highest protocol layer (that data might be a Space Packet).  The data makes its way down through the layers at the sender, across to the receiver, and back up through the same layers at the receiver.

The following is a short description of each protocol layer (starting with the lowest layer):

· The Physical Layer transmits data bits from the sender (this is typically a Ground Station) to the receiver (the spacecraft).  Due to the unreliable nature of radio-frequency transmission, there may be data errors (the received bits may not match those sent).

· The Data Link Layer ensures that data is reliably delivered to the spacecraft (it fixes the data errors described above).  The Data Link Layer consists of two sublayers:

· The Synchronization and Channel Coding sublayer ensures that only error-free data is accepted (by detecting data errors and either correcting them or discarding the data).  Note that gaps are created when data is discarded.

· The Data Link Protocol sublayer fills gaps.  The receiver detects gaps and requests retransmissions (these requests are delivered back to the sender via telemetry).  The sender retransmits the data required to fill the gaps.   

· The Network Layer delivers data to the proper destination within the spacecraft.   This destination may be a higher protocol layer.  A variety of Network Layer protocols may be used, including the CCSDS Space Packet Protocol and the Internet Protocol.  

· There may be layers above the Network Layer (for example, a file transfer protocol).

Data units used by the stack include:

· Packets, which are generated by the Network Layer.

· Frames, which contain packets, and are generated by the Data Link Protocol sublayer.

· Codeblocks, which contain frames, and are generated by the Synchronization and Channel Coding sublayer.

· Communication Link Transmission Units (CLTUs), which contain groups of codeblocks, and are also generated by the Synchronization and Channel Coding sublayer.

For more information, refer to the CCSDS Green Book Overview of Space Link Protocols [reference TBD], especially Section 2.1 and Figure 2-1.
X.2 Data units
The Synchronization and Channel Coding sublayer uses codeblocks and CLTUs.

Codeblocks are 8 bytes long.  Each codeblock contains 7 bytes of data.  The 8th byte is used to hold a code (similar to a  checksum) that is generated by running the first 7 bytes through a polynomial equation.

CLTUs are variable-length, and have this structure:

· Start Sequence (“EB90” hexadecimal)

· any number of codeblocks (there is no maximum limit)

· Tail Sequence (“C5C5C5C5C5C5C579” hexadecimal)

X.3 Rough sketch of how it works

The sending side of the TC Synchronization and Channel Coding sublayer is given command frames by the Data Link Protocol sublayer.  It builds codeblocks from the frames, and puts a group of codeblocks within each CLTU.  A CLTU can contain any number of frames, but no frame can ever be split between CLTUs.  CLTUs are passed to the Physical Layer for transmission.  In some situations, a CLTU is preceded by an Acquisition Sequence, which has the pattern “1010101010...” binary, and a User-defined length (see the PLOP section below).

The receiving side of the TC Synchronization and Channel Coding sublayer receives a stream of bits from the Physical Layer.  It uses the beginning of each stream of bits to determine the bit boundaries (this is called bit synchronization, and the Acquisition Sequence allows the bit synchronizer to lock onto the bit boundaries before a CLTU arrives).  The receiver discards bits until it sees the start of a CLTU (the Start Sequence identifies the start of a CLTU).  It discards the Start Sequence, and examines 8-bytes of data at a time.  The first 7 bytes are run through the same polynomial equation that the sender used.  If the resulting code matches the code contained in the 8th byte, there is a very high probability that the data is error-free.  Optionally, the receiver may use a different scheme that allows some errors to be corrected.  If the 8 bytes are a valid codeblock (i.e. no data errors, or all errors were corrected) then the 7 bytes of data are accepted.  The receiver examines 8 bytes at a time until it either finds a Tail Sequence or an invalid codeblock.  At that point, all the accepted data is passed to the Data Link Protocol sublayer, and incoming bits are again discarded until the start of the next CLTU.  So, for each incoming CLTU, the Data Link Protocol sublayer receives a chunk of frame data that is frame-synchronized (i.e. it begins on a frame boundary).

Note that the Physical Layer may transfer more than one independent stream of bits.  Each stream is called a Physical Channel.  A separate (independent) Synchronization and Channel Coding sublayer is associated with each Physical Channel.  Typically, there is only one Physical Channel per mission for telecommanding.

X.4 “Improving” data to help the receiver – Pseudo-randomization

Pseudo-randomization exists because the receiver has difficulty with data that has insufficient bit transitions or contains periodic patterns.  Pseudo-randomization uses a pattern that repeats every 255 bits.  The bits within the pattern are rather random, and when they are exclusive-ored with a data pattern, it is very likely that there will be frequent bit transitions throughout the resulting data, and very unlikely that there will be any periodic patterns.  Note that if the same exclusive-oring is done twice, the result is the original data pattern.  So, the sender performs the pseudo-randomization operation to “improve” the data, and the receiver performs the same pseudo-randomization operation to restore the original data contents.  Pseudo-randomization is required unless a mission is able to prove that it is not needed.  It is recommended that missions provide a way to turn off psuedo-randomization when desired – data validation and troubleshooting are easier.

X.5 Physical Layer Operations Procedure (PLOP)
The PLOP specifies when the Acquisition Sequence is needed (the Acquisition Sequence is a User-specified number of bits in the pattern “1010101010…”; a typical length is 128 bits).  The Acquisition Sequence is needed whenever the Physical Layer begins embedding a bit stream within the outgoing signal.  This is called “modulating data onto the carrier signal”.  

If data modulation begins and ends with each CLTU, then an Acquisition Sequence must precede each CLTU (this operational mode is called PLOP-1).  If data modulation begins at the beginning of a pass, and continues until the end of the pass, then only the first CLTU in each pass must be preceded by an Acquisition Sequence (this operational mode is called PLOP-2).  

X.6 Services

The Services defined in the Blue Book are an abstract model that can be used as a baseline for Application Program Interfaces.  They can be quite helpful when an interface crosses organizational boundaries.  In situations where one organization is implementing multiple layers, the interfaces between the layers need not match the Services model.

